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Vulnerability Disclosure Landscape

• Vulnerability disclosure
follows a standardized process
involving multiple coordinated
steps and stakeholders

• Rapid growth in disclosures:
from 1,438 (2000) to 48,244
(2025), with a 22.1% avg. annual
growth rate

• Manual metadata
enrichment after initial
disclosure introduces delays
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Automating the Vulnerability Mapping

• Vulnerability databases
(e.g., NVD) provide
metadata such as CVSS
and CWEs

• Automating CVSS
prediction is simple
(single-label & few classes)

• CWE mapping remains
challenging (multi-label &
many classes, 944 in v4.20)
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MITRE Taxonomies for Vulnerability Annotation

1) Widely adopted, 2) hierarchical, and 3) complementary
taxonomies enriching vulnerability databases with security aspects

CWE
Describes the underlying

weakness of a vulnerability

Hierarchy:
Pillar → Class → Base →

Variant

Example

CWE-284: Improper
Access Control

↓

CWE-285: Improper
Authorization

↓

CWE-552: Files or Di-
rectories Accessible to
External Parties

CAPEC
Describes attack patterns
exploiting those weaknesses

Hierarchy:
Category → Meta →
Standard → Detailed

Example

CAPEC-152: Inject Un-
expected Items

↓

CAPEC-137: Parameter
Injection

↓

CAPEC-6: Argument
Injection

ATT&CK
Describes possible

adversarial behaviors
Hierarchy:

Tactic → Technique →
Sub-technique

Example

Tactic: Credential Ac-
cess

↓

T1003: OS Credential
Dumping

↓

T1003.001: LSASS
Memory
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Taxonomy Linking Pipeline

NVD Enrichment Delays
Delays of NVD mappings to CWE
(2025): avg 24d, median 11d, max 170d
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Taxonomy Propagation
Projects like CVE2CAPEC derives: CVE
→ CWE → CAPEC → ATT&CK
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Research Objective and Contributions

• Vulnerability descriptions are a mandatory requirement at disclosure time,
while metadata such as CWE mappings are added later

Research Question
Can vulnerability descriptions be used to automatically infer

CWE, CAPEC, and ATT&CK annotations?

Contributions

• Pipeline to construct the largest continuously updated dataset to date:
∼228k CVEs spanning CWE (680), CAPEC (442), and ATT&CK (173)

• Hierarchical LM-based classifier aligned with taxonomy structures to
reach SOTA performances, with a shared-embedding strategy to reduce
inference overhead

• Unified open-source framework (CVE-LMTune library) for standardized
training and evaluation incorporating good practices for class-imbalance and
multi-label classification
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Related Work on Automated Vulnerability Mapping

Taxonomy Study Dataset
Size

Classes MS SS MM CI H

CWE

[Das et al., 2021] 82k 124 ✓ ✓ ✓

[Aota et al., 2020] 29k 19 ✓ ✓ ✓

[Haddad et al., 2023] 4k 25 ✓ ✓

[Aghaei et al., 2020] 50k 364 ✓

[Aivatoglou et al., 2021] 94k 9 ✓

CAPEC [Ciavotta et al., 2026] <1k - ✓

ATT&CK

[El Jaouhari et al., 2024] 8k 50 ✓ ✓ ✓ ✓ ✓

[Mendsaikhan et al., 2020] 8k 52 ✓ ✓

[Kuppa et al., 2021] 62k 37 ✓ ✓

[Ampel et al., 2021] 25k 10 ✓

[Abdeen et al., 2023] 2k 185 ✓ ✓

[Liu et al., 2024] 11k -

CWE
CAPEC
ATT&CK Ours 228k 680 ✓ ✓ ✓ ✓ ✓
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MS: multiple splits SS: stratified splits MM: multi-label metrics CI: class imbalance metrics H:
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Dataset Construction Pipeline

Contribution 1 — Multi-
Taxonomy Dataset

• Data Collection.
Collect CVE descriptions and
CWE labels from NVD.

• Label Propagation.
Derive CAPEC and
ATT&CK labels using
CVE2CAPEC.

• Hierarchical Label
Construction
Retrieve parent–child
taxonomy relationships from
MITRE taxonomies.

• Cross-Matrix
Adaptation
Convert Enterprise ATT&CK
labels into ICS and Mobile
matrices.

Dataset

NVD

CVE2CAPEC

MITRE
Taxonomies

CVE descriptions

CWE labels
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Dataset Construction Pipeline

Contribution 1 — Multi-
Taxonomy Dataset

• Data Collection.
Collect CVE descriptions and
CWE labels from NVD.

• Label Propagation.
Derive CAPEC and
ATT&CK labels using
CVE2CAPEC.

• Hierarchical Label
Construction
Retrieve parent–child
taxonomy relationships from
MITRE taxonomies.

• Cross-Matrix
Adaptation
Convert Enterprise ATT&CK
labels into ICS and Mobile
matrices.

Dataset

NVD
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CVE-LMTune Repository & Inference Interface

CVE-LMTune Interface

§
CVE-LMTune
github.com/terranovafr/CVE-LMTune

• Automated data collection

Terranova et al. 9 / 26
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Large-Scale Multi-Taxonomy Dataset
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Contribution 2: Hierarchical Classifier Decomposition

Flat 
Classifier

(T1496.003) 
Compute Hijaking

(T1496.003) 
SMS Pumping

Sub-techniques

CVE
Description

Classifiers

Classes Predicted

Classes Not Predicted

(T1583.002) 
DNS Server

Figure 1: Flat Classifier (ATT&CK example)

• CWE, CAPEC, and ATT&CK define large class spaces
• Flat classifiers must predict over the full class space simultaneously,

not exploiting its structure

• We decompose the task into a cascade of hierarchical classifiers
aligned with taxonomy levels

• Predictions at one level activate relevant child classifiers, each working
with its own class sub-space
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Contribution 2: Hierarchical Classifier Decomposition
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Figure 1: Hierarchical Classifier (ATT&CK example)

• CWE, CAPEC, and ATT&CK define large class spaces
• Flat classifiers must predict over the full class space simultaneously,

not exploiting its structure
• We decompose the task into a cascade of hierarchical classifiers

aligned with taxonomy levels
• Predictions at one level activate relevant child classifiers, each working

with its own class sub-space
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Hierarchical Classification: Advantages & Challenges
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! Inference pruning: only relevant branches explored during prediction

! Multi-granularity: predictions naturally available at coarse/fine levels

! Adaptability: taxonomy updates require retraining only affected
sub-branches

! Imbalance reduction: decomposition decreases imbalance by distributing
predictions across smaller sub-problems

% Higher inference cost: multiple classifiers may be executed per sample

% Error propagation: mistakes at higher levels affect downstream predictions
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CVE-LMTune Repository & Inference Interface

§

CVE-LMTune
github.com/terranovafr/CVE-LMTune

• Automated data collection
• Prompting of text-generation LLMs

Terranova et al. 13 / 26
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Zero-Shot Text-Generation LLMs

RQ1: Can general-purpose text-generation LLMs solve vulnerability multi-
label classification in a purely zero-shot setting?

Setup
• Zero-shot prompting on

oldest 1k CVEs (most
favorable sample)

• Strong sensitivity to
temperature variations

• CWE performs best,
likely due to exposure in
NVD website

• Remain far from
operationally usable
for multi-label CVE
classification

Model CWE CAPEC ATT&CK

wF1 SA wF1 SA wF1 SA

GPT-4.1 0.22 0.00 0.02 0.00 0.01 0.02
GPT-5.1 0.21 0.00 0.03 0.00 0.01 0.02
DeepSeek-V3.1 0.21 0.00 0.06 0.01 0.01 0.00
LLaMA-3.1 0.13 0.00 0.01 0.00 0.00 0.01

Prediction Stability Across Temperatures
(Jaccard overlap with temp ∈ {0, 0.5, 1})

1. GPT-4.1 0.68
2. GPT-5.1 0.64
3. DeepSeek-V3.1 0.45
4. LLaMA-3.1 0.22
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CVE-LMTune Repository & Inference Interface

CVE-LMTune Inference

§

CVE-LMTune
github.com/terranovafr/CVE-LMTune

• Automated data collection
• Prompting of text-generation LLMs
• Encoder-only training and evaluation framework (flat and

hierarchical)

Terranova et al. 15 / 26
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Fine-Tuned Encoder-Only Language Models

RQ2: Can encoder-only LMs be effectively fine-tuned for large-scale vulner-
ability multi-label classification?

Setup
• 5-fold stratified CV
• Fine-tuned:

classification head +
last encoder layer

• Hyperparameters
optimized with TPE

• Domain-specific
pretraining may not
justify additional cost
when large labeled data
is available

Model CWE CAPEC ATT&CK

wF1 SA wF1 SA wF1 SA

ELECTRA 0.71 0.51 0.81 0.49 0.78 0.65
BERT 0.70 0.48 0.81 0.45 0.78 0.63
DistilBERT 0.74 0.53 0.82 0.51 0.79 0.66
RoBERTa 0.76 0.56 0.83 0.52 0.80 0.67

SecRoBERTa 0.73 0.52 0.81 0.49 0.78 0.64
SecBERT 0.74 0.54 0.82 0.52 0.79 0.66
CySecBERT 0.77 0.57 0.84 0.52 0.81 0.68
SecureBERT 0.78 0.58 0.84 0.55 0.81 0.68
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Hierarchical Encoder-Only LMs

RQ3: Can hierarchical decomposition improve vulnerability classification?

Setup
• Applied to encoder-only

SecureBERT model
• Hybrid hierarchical

setup: hierarchy depth
L = i, deeper levels
flattened

• Best gains at L = 3
(wF1):

• +12% CWE
• +8% CAPEC
• +12% ATT&CK

• Trade-off : more
hierarchy depth, better
average, more models

Setup CWE CAPEC ATT&CK

wF1 SA |M| wF1 SA |M| wF1 SA |M|

Flat 0.78 0.58 1 0.84 0.55 1 0.81 0.68 1
L = 2 0.87 0.67 11 0.91 0.54 10 0.90 0.71 11
L = 3 0.90 0.71 47 0.92 0.07 28 0.93 0.72 34

Terranova et al. 17 / 26



Introduction Contributions Experiments Conclusions

Hierarchical Inference Cost

RQ4: Can we recover the inference time drawback for real-time applications?

• Hierarchical classification
improves performance but
increases inference time

• Acceptable for offline CVE
processing, challenging for
real-time assistance

• Shared embedding
strategy reuses the LM
backbone and computes
embedding once

Recovered Gap

CWE 72%
CAPEC 81%

ATT&CK 92%

(T1537) Transfer
Data to Cloud

Account

Classification
head  

(T1583) Acquire
Infrastructure

(T1608) Stage
Capabilities

Classification
head 

ROOT 
Classification head 

Resource
Development

Exfiltration Impact

Tactics

1

Techniques

CVE
Description LM

Shared
Embedding

2

3

(T1583.002) 
DNS Server

(T1583.008)
Malvertising

Classification
head 

Sub-techniques 4
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CVE-LMTune Repository & Inference Interface

CVE-LMTune Inference Interface (developed by coauthor Rekbi Sana)

§

CVE-LMTune
github.com/terranovafr/CVE-LMTune

• Automated data collection
• Prompting of text-generation LLMs
• Encoder-only training and evaluation framework (flat and

hierarchical)
• Live inference platform

Terranova et al. 19 / 26
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Temporal Generalization Study

RQ5: Are models robust to temporal distribution shifts in future CVEs?
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• Temporal evaluation is more representative than stratified CV:
models are trained on past CVEs and evaluated on future ones

• Largest gains occur early: in 2002, wF1 improves by 23% (CWE),
41% (CAPEC), and 12% (ATT&CK) using < 1% of today’s dataset

• Average yearly wF1 improvements remain stable at 3.0% (CWE),
3.0% (CAPEC), and 2.6% (ATT&CK)
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Temporal Generalization Study

RQ5: Are models robust to temporal distribution shifts in future CVEs?
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• Perfect performance is inherently impossible since future years may
introduce unseen classes absent from the training label space

• CAPEC and ATT&CK already cover ∼60% of current labels by
1999, while CWE continues expanding in recent years

• Example: ATT&CK updates every ∼6 months; v19 (2026) added
14 techniques and performed 199 sub-technique changes
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Discussion: Continuous Taxonomy Evolution

RQ5: Are models robust to temporal distribution shifts in future CVEs?
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• Taxonomies continuously evolve, making flat classifiers with a fixed
output layer hard to maintain over time

• Efficient model adaptation is required to handle evolving
taxonomies

• Hierarchical models may adapt more efficiently by retraining only
affected sub-classifiers
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Use Case: Automated Cyber-Range Simulation

• Main Ph.D. project focuses on RL
agents trained to discover critical
vulnerability exploitation paths

• Simulators derive transitions based on
vulnerability mappings to these
cyber-taxonomies

• LMs can automate these mappings to
integrate early disclosed vulnerabilities
in the simulators

Integrated into Microsoft CyberBattleSim
as C-CyberBattleSim (GitHub release1)

CVE-2017-Y

RL Agent

CVE-2018-X

Environment
Database

(SN:Node1, TN:Node2,
Vuln:CVE-2018-X)

Node2

Node3MySQL
CVE-2018-X

....

Node4
Node1

Ot

at

Outcomes
allowed

Ot+1,
rt+1

SN:Node1,
 TN:Node2,
O:Credential

Access

Credential Access

CWE 
CAPEC
ATT&CK

"... allows users to
bypass credential

check ..."

LM-based
Classifier 

D
escription

1Continuous CyberBattleSim: A More Realistic Simulation for AI-driven Attack Path Discovery.
Black Hat Asia 2026 Arsenal.
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Conclusions

Franco Terranova, Sana Rekbi, Abdelkader Lahmadi, Isabelle Chrisment.
Multi-Taxonomy Vulnerability Classification with Hierarchically Finetuned

Language Models. DIMVA 2026.

• Unified large-scale benchmark across CWE, CAPEC, and
ATT&CK with 228k CVEs and up to 680 classes

• Encoder-only LMs substantially outperform text-generation LLMs
(90% vs 22% on CWEs) enabling operational vulnerability mapping

• Hierarchical classification improves weighted F1-score by up to 12%
• Shared embeddings significantly reduce hierarchical inference

overhead (up to 92%)
• Temporal evaluation demonstrates promising generalization to

future CVEs and future adaptation challenges
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